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Abstract

We present Relightable Holoported Characters (RHC), a
novel person-specific method for free-view rendering and
relighting of full-body and highly dynamic humans solely
observed from sparse-view RGB videos at inference. In
contrast to classical one-light-at-a-time (OLAT)-based hu-
man relighting, our transformer-based RelightNet predicts
relit appearance within a single network pass, avoiding
costly OLAT-basis capture and generation. For training
such a model, we introduce a new capture strategy and
dataset recorded in a multi-view lightstage, where we al-
ternate frames lit by random environment maps with uni-
formly lit tracking frames, simultaneously enabling accu-
rate motion tracking and diverse illumination as well as
dynamics coverage. Inspired by the rendering equation,
we derive physics-informed features that encode geometry,
albedo, shading, and the virtual camera view from a coarse
human mesh proxy and the input views. Our RelightNet then
takes these features as input and cross-attends them with a
novel lighting condition, and regresses the relit appearance
in the form of texel-aligned 3D Gaussian splats attached to
the coarse mesh proxy. Consequently, our RelightNet im-
plicitly learns to efficiently compute the rendering equation
for novel lighting conditions within a single feed-forward
pass. Experiments demonstrate our method’s superior vi-
sual fidelity and lighting reproduction compared to state-
of-the-art approaches. We refer to the project page for more
details.

1. Introduction
Reconstructing a human’s geometry, appearance, as well
as the scene lighting and rendering the person from a
novel view and under novel lighting conditions—or human
performance relighting for short—is essential for seam-
less avatar insertion into virtual reality with applications
in telepresence, film making, and gaming. However, ac-
curately reconstructing physical illumination, or simulating
it virtually, for a dynamically deforming human surface re-
mains challenging due to complex light–matter interactions,
which are difficult to model explicitly and computationally
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Figure 1. We present Relightable Holoported Characters, the first
method that takes sparse RGB images of a full-body human and
generates photorealistic and relightable renderings, allowing for
seamless placement of photoreal twins of real and dynamically
moving humans into virtual environments.

intractable to evaluate via the rendering equation [19]. To
overcome these limitations, recent research tries to learn in-
trinsic material decomposition and relighting of the human
appearance from image observations.

Some prior works [2, 3, 14, 26, 47, 52, 53, 58] rely
on strong priors to intrinsically decompose and relight the
avatar’s appearance from monocular or multi-view video
observed under static lighting, often leading to implau-
sible decompositions. Lightstage-based methods [7] en-
able better sampling of the lighting space, but exhaus-
tively capturing every combination of light, view, and dy-
namically changing geometry is prohibitive. Consequently,
many approaches focus on rigid parts (e.g., faces [1, 11,
37, 42], hands [4, 15, 16]) or replaying pre-captured per-
formances [6, 9, 11, 30]. Methods that first capture an
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OLAT basis are similarly limited, as they are slow and
only applicable for static scenes [6, 37]. Relightable Full
Body Gaussian Codec Avatars [48] generalizes relighting
to full-body performances in unseen poses using randomly
grouped OLAT lighting during training, but cannot leverage
available image observations at inference to capture appear-
ance and geometry consistent with the input images.

Motivated by the limitations of prior work, we intro-
duce Relightable Holoported Characters (RHC), the �rst
approach for photorealistic, controllable relighting of novel
dynamic performances from sparse-view input images in
a single feed-forward pass. While trained on multi-view
lightstage data, inference requires only four cameras cap-
turing the subject under neutral illumination to relight un-
seen motions from novel virtual viewpoints. Given sparse
input images, we extract skeletal motion [45] and leverage
a Character Animation Module [10] to deform a person-
speci�c mesh template to coarsely match the subject's ge-
ometry in the observed views. Given the consistent UV
parameterization of the deformed template mesh, appear-
ance and relighting are then modeled in UV space using
physics-informed features, which our RelightNet combines
with an environment map to predict the relit appearance as
texel-aligned 3D Gaussians. These Gaussians are posed into
global space and rasterized into 2D image space (Fig. 3).
Notably, instead of evaluating the rendering equation ex-
plicitly, RelightNet just requires a single feed-forward pass
for human performance relighting at inference.

Training RelightNet requires diverse lighting and mo-
tion coverage, along with frames that allow reliable geom-
etry tracking. Thus, we introduce a new capture scheme
and dataset recorded in a multi-view lightstage, tailored to-
wards dynamic full-body relighting. Traditional OLAT cap-
tures [6] require the subject to remain still and predict per-
light outputs [11], which scales linearly with lighting con-
ditions. To ef�ciently sample diverse lighting, views, and
dynamics, our new capture scheme interleaves environment
maps simulating real-world illumination with uniformly lit
tracking frames, enabling accurate geometry tracking while
covering diverse lighting and dynamic motions. In sum-
mary, our contributions are as follows:

• Relightable Holoported Characters: the �rst method
for photorealistic human performance relighting of un-
seen motions from sparse driving cameras at inference.

• RelightNet and Physics-informed Feature Maps: a
transformer-based network, which ef�ciently computes
the rendering equation in a single feed-forward pass,
modeling light transport as cross-attention between en-
vironment maps and local physics-informed features en-
coding geometry, albedo, shading, and viewing direction.

• Dataset and Capture Strategy: A data capture strategy
and a large-scale, multi-view lightstage dataset for dy-
namic full-body human relighting, featuring �ve subjects

under more than 1000 natural lighting conditions, which
we plan to publicly release as a benchmark.

Our experiments demonstrate superior visual quality and
lighting �delity compared to state-of-the-art relightable
full-body avatar approaches [2, 3, 47]. Our neural relight-
ing model generalizes to unseen motions, views, and illu-
minations, including OLAT lighting conditions, despite not
being trained on OLAT environments (Fig. 1).

2. Related Work

Dynamic Human Relighting from Uncalibrated Lights.
A vast majority of methods attempt to recover the re-
lightable avatar from uncalibrated light sources [2, 3, 14, 26,
47, 52, 53, 58], e.g., casual in-the-wild videos. From single
or multi-view images, these approaches decompose envi-
ronment lights with dynamic human geometry and material
properties using inverse rendering [36]. However, the inher-
ent ambiguities between geometry, material, and lighting
are a long-standing challenge for general inverse rendering
problems. To make the task tractable, researchers utilized
analytical material models, e.g., Microfact BRDF [3, 26],
Disney BRDF [47], or Lambertian BRDF [14, 51]. Fol-
lowing the advances of neural radiance �elds [31], the re-
lightable avatar is typically represented by opacity, normal,
and material parameters decoded from canonical space im-
plicit functions, which are then deformed into pose space
and rendered with physics-based rendering. Some later
works aim at improving the lighting and shadow correct-
ness for unseen poses using hybrid representations of ex-
plicit meshes and implicit material �elds [2], a Hierarchi-
cal Distance Query algorithm [53], or Monte Carlo ray
tracing [47]. In sum, inverse rendering-based methods re-
cover plausible geometry and material properties of full-
body avatars from static, casual lighting. However, the
oversimpli�ed BRDF model and their inability to compen-
sate for tracking errors prevents them from achieving highly
photorealistic relighting.
Dynamic Human Relighting from Calibrated Lights. In
the pursuit of photorealistic relightable human avatars, the
Lightstage [6] was invented. Lightstages enable precise
illumination control via programmable LEDs, eliminating
the aforementioned lighting ambiguity. By capturing OLAT
data, one can composite and generate relit images of static
objects in arbitrary lighting using the linearity of light trans-
port. For dynamic human avatars, learning-based models
primarily focus on individual body parts, e.g., hands [15],
heads [1], and eyeglasses [23], which are easier to track
than full-body clothed humans. Later works improve ren-
dering quality by incorporating 3D Gaussians [48], but only
consider sparse pose-conditioned input, failing to faithfully
recreate dense wrinkle details observed in the input views.
Diffusion models [11] have also been used for face re-
lighting, but complex non-rigid body deformations hinder



Figure 2. Illustration of our data capture strategy. To learn
a relightable full-body avatar, we propose to capture multi-view
video sequences consisting of consecutive uniformly lit tracking
frames and relit frames obtained by randomly projecting environ-
ment maps onto the lightstage LEDs.

extending these advances to full-body avatars. Volumet-
ric capture systems [9, 30] achieve photorealistic relighting
by combining high-resolution geometry with neural render-
ing or hybrid pipelines, but are limited to replaying cap-
tured sequences and cannot generalize to novel poses from
sparsely placed sensors. We instead target a generalizable
relightable model that reconstructs full-body geometry and
shading in unseen motions, leveraging high-frequency in-
formation from sparse input views at inference.
Image-based Human Relighting. A prominent trend for
relightable approaches is inspired by the success of gener-
ative models [13, 39, 41]. Some researchers [17, 56] aim
for a general model across object categories and instances.
Relighting is conducted in 2D image space via image-to-
image translation using generative models like Stable Diffu-
sion [39]. When combined with lightstage data, they show
promising performance in portrait relighting [22, 28, 32],
shadow removal [54], and harmonization [38] from single
images. These works motivate our end-to-end approach that
fuses environment maps as tokens into image-space fea-
tures. However, prior diffusion-based relighting works [35]
show image-space methods lack 3D and temporal consis-
tency, limiting view-consistent tasks. In contrast, we exploit
explicit dynamic 3D geometry with ef�cient rasterization,
producing temporally consistent relighting.

3. Dataset and Capture Strategy

Modeling a relightable full-body avatar from multi-view
images requires precise separation of lighting, material, and
geometry. To achieve this, we use a Lightstage system
equipped with individually controllable LED panels and
synchronized multi-view cameras, enabling active illumi-
nation control within the capture volume.

Existing data capture schemes for relightable faces [42]

and hands [4] typically follow standard material acquisition
practices. They rely on OLAT or grouped partially lit im-
ages interleaved with uniformly lit frames for geometry re-
construction and tracking. While effective for localized re-
gions such as faces and hands, extending this approach to
dynamic full-body avatars adds further challenges. Synthe-
sizing relit images of dynamic full-body avatars via linear
composition requires multi-view OLAT images across di-
verse motions to sample the pose space, which is impracti-
cal to capture. Alternatively, capturing OLAT images dur-
ing motion causes strong non-rigid clothing deformations.
As linear composition assumes static scenes, geometry er-
rors accumulate and degrade relighting accuracy.

To address these challenges, we propose a novel data
capture scheme for full-body relightable avatars. As illus-
trated in Fig. 2, our setup alternates between two comple-
mentary frame types: (1) frames illuminated with random
environment maps, simulating diverse real-world lighting,
and (2) uniformly lit frames for robust tracking. This in-
terleaving ensures dense temporal alignment between ge-
ometry and illumination, enabling reliable motion tracking
and relighting supervision, where the uniformly lit frames
serve as approximate texture references for adjacent re-lit
frames. Compared to existing methods, our approach of-
fers two main advantages: 1) dense tracking frames that
signi�cantly improve robustness to non-rigid clothing de-
formations, and 2) natural illumination captures that enable
end-to-end training of our feedforward RelightNet without
requiring analytical decomposition of material and lighting.

4. Method

Our goal is to photorealistically render a digital twin of
a real human performing a motion � – observed only in
sparse, calibrated multi-view images I – from arbitrary
viewpoints and lighting conditions E (see Fig. 3). To
learn our model, we assume lightstage data recorded ac-
cording to our proposed strategy (Sec. 3). The core chal-
lenge lies in disentangling geometry, material, and illu-
mination. To address this, we introduce a mesh-based
coarse character model that, given skeletal motion, predicts
a non-rigidly deformed and posed mesh (Sec. 4.1). In the
consistent texture space of the tracked mesh, we encode
physics-informed features relevant for evaluating the ren-
dering equation (Sec. 4.2). Finally, these physics-informed
features are fed into our RelightNet, which cross-attends
them with the environment map E to implicitly evaluate the
rendering equation and produce relit appearance as Gaus-
sian parameters G in a single feedforward pass (Sec. 4.3).

4.1. Character Animation Module

We follow Deep Dynamic Characters (DDC) [10] to pose a
template mesh�M at timestep t, producing a motion-driven
mesh M t . The canonical mesh



Figure 3. Our approach, Relightable Holoported Characters (RHC). Given four input views under �at lighting, skeleton pose, environ-
ment map, and camera parameters, our method generates photorealistic relighting. First, a mesh-based avatar is animated using the skeleton
pose (Sec. 4.1). Physics-informed features (Sec. 4.2)—Geometry, Albedo, Shading, and View Features—are extracted from sparse-view
images and mesh tracking, and fed into RelightNet (Sec. 4.3), which uses cross-attention to condition on the environment map. RelightNet
predicts per-texel Gaussian parameters, which are placed on the mesh and splatted into the camera view.

M c
t = T( �M; a t ; b t ; � t ); (1)

is deformed in a coarse-to-�ne manner, where T (�) is
parameterized by embedded graph [44] node rotations at

and translations bt , together with �ne vertex offsets �t .
Following DDC, we use two deformation networks

at ; b t = Geg( �M; ~� t ); � t = Gdelta ( �M; ~� t ): (2)
The embedded-graph deformation network Geg predicts
low-frequency node transformations, and the vertex re�ne-
ment network Gdelta regresses high-frequency per-vertex
displacements. Here,~� t denotes the normalized motion se-
quence f� i : i 2 ft �2; : : : ; tgg. As in DDC, normaliza-
tion removes global translation and global rotation from the
tracked motion around the vertical axis. The posed mesh

M t = W(M c
t ; � t ; W ); (3)

is obtained by applying linear blend skinning (LBS), where
W denotes the skinning weights. For training details, see
the supplementary material.

This results in a temporally consistent mesh Mt with a
stable UV parameterization, which offers two key bene�ts:
(1) it enables learning of relit appearance in canonical 2D
texture space, simplifying training compared to learning it
in 3D; and (2) it overcomes the challenge of tracking the
template mesh in relit frames by leveraging the available
skeleton tracking to animate the mesh.

4.2. Physics­informed Features

Our goal now is to evaluate the rendering equation for a
new lighting condition and for an unseen dynamic human

performance in a single feed-forward pass using the consis-
tent UV parameterization of the mesh Mt . The rendering
equation [19] states that the outgoing radiance Lo(x; ! o) is

�(x)
Z

! i

f r (x; ! i ; ! o )L i (x; ! i )V (x; ! i )h! i ; nid! i ; (4)

where x is a surface point with normal n. !i and ! o denote
the incoming and outgoing directions, � is the albedo, fr is
the BRDF, Li and Lo denote the incoming and outgoing
light intensities, and V indicates visibility.

Directly recovering the albedo and BRDF for a deform-
ing human mesh M is infeasible due to over-smoothed
geometry and tracking noise, while simple BRDFs cannot
model complex materials such as skin or fabric. Our key
idea is to encode an approximation of the individual com-
ponents that de�ne the rendering equation, i.e., geometry,
albedo, shading, and view, in the 2D UV space of the mesh,
which we call physics-informed features.
Geometry Features. Geometry features provide spatial
cues essential for modeling shading and interre�ections.
Among them, surface normals capture local shape details
that are critical for light interaction. Our mesh normals
provide a consistent coarse structure, and we use a 3-frame
stack of mesh normals for temporal context

~n = fn t�2 ; n t�1 ; n t g: (5)

However, they may miss �ne details due to the comparably
low mesh resolution and the limited capacity of the Char-
acter Animation Module. Therefore, we also recover image



Figure 4. Qualitative results. Here, we show the 4 sparse input views of a person performing unseen motions. Our method, RHC, is then
able to photorealistically render free-views under novel lighting conditions. Note that we also visualize different poses here, demonstrating
the robustness to arbitrary skeletal motions.

normals Ncam
c for all input views using Sapiens [21]. We

transform them to world space

N world
c = R cN cam

c ; (6)

and then unproject them to the mesh's UV space

n̂ =
X

c

� �1 (N world
c ; M); (7)

where � �1 denotes the unprojection operator. The resulting
UV maps are averaged, following Holoported Characters
(HPC) [43], to yield the �nal high-frequency normal feature
n̂. To capture near-�eld interre�ections, we further encode
the mesh position in a position map p = ��1 (M; M),
storing global texel positions. Together,~n, n̂, and p form
the input to RelightNet responsible for encoding geometry.
Albedo Features. Albedo represents the intrinsic surface
color, independent of lighting, and is essential to disen-
tangle re�ectance from illumination effects. The appear-
ance under uniform illumination approximates the surface
albedo [27–29, 32], which can be inferred from sparse-view
RGB inputs. We unproject the input images I into the tem-
plate UV space to obtain an initial albedo map �, similar to
Eq. 7, which is able to compensate for tracking errors. Due
to limited views and self-occlusions, � contains only partial
observations. To re�ne it, we employ an albedo network,
AlbedoNet, de�ned aŝ� = H(�; ~n; 
), which learns to in-
paint missing information and to correct distorted regions.
Following HPC [43], the network takes a temporal normal
stack~n encoding geometry and the camera view 
 encoded
in texel space. Precisely, the view map is computed as the
per-texel direction from the position map p to the camera
origin. The re�ned albedô� will later be the input to our

RelightNet and is our physics-informed feature to approxi-
mate the true albedo in the rendering equation.
Shading and View Features. Physics-informed shad-
ing helps the network focus on high-frequency appearance
rather than low-frequency illumination. We compute pre-
integrated diffuse shading d on the mesh M as

d =
Z

! i

L i (x; ! i )V (x; ! i )h! i ; ni d! i ; (8)

considering only direct environment lighting. Our diffuse
shading d and camera encoding 
 form the last physics-
informed features for RelightNet, responsible for approxi-
mating shading and view in the rendering equation.

4.3. RelightNet

After de�ning the features relevant to evaluating the ren-
dering equation, we now introduce RelightNet, an ef�-
cient 2D convolutional network, which learns the integra-
tion over lighting directions as well as the residual from
approximate physics-informed features to real relit appear-
ance from lightstage data captures. In detail, given the
physics-informed features in the UV space of our tracked
mesh, we introduce RelightNet F

g = F(f ; E) f = f ~n; n̂; p; �̂; d; 
g; (9)

a network designed to translate a stack of normal, albedo,
shading, and view features f into a realistic relit appear-
ance texture g illuminated by an HDR environment map E.
As shown in Fig. 3, RelightNet combines convolution and
self-attention layers in UV space with cross-attention lay-
ers that fuse the environment map into multi-scale local UV
features. The cross-attention formulation is inspired by the



Figure 5. Qualitative comparison. We compare our method against state-of-the-art methods, including Relighting4D (R4D + GT Env.) [3]
with ground-truth environment maps, as their original setting differs from our task. We also compare to advanced R4D variants, IA [47]
and MA [2], augmented with ground-truth maps. Additionally, we compare to a sparse image-driven, non-relightable method, Holoported
Characters (HPC) [43], and a relightable version (HPC + NG) using a recent image-based relighting network [17]. Our method consistently
outperforms all baselines across subjects and environment maps, highlighting its superior performance.

rendering equation (Eq. 4), where each UV texel aggregates
light contributions from all directions. We linearly project
the �attened environment map, concatenated with 2D sinu-
soidal positional encoding, into (Ke; V e) and each texel
feature into Qf , and perform multi-head cross-attention.

Rather than directly predicting RGB texel colors, we pre-
dict parameters of relit 3D Gaussian splats [20], following
recent works on dynamic human modeling [33]. Each UV
texel corresponds to a 3D Gaussian with position pi , scal-
ing si , rotation ri , opacity oi , and color ci . To facilitate
learning, we initialize positions�pi from the mesh surface
M and scalings�si as mean distances to neighboring Gaus-
sians in the �rst frame. For each texel, we predict positional
and scaling offsets �pi , �s i , along with ci ; r i ; oi , and ob-
tain the �nal parameters as pi = �pi + �p i , si = �si � �s i ,
where � denotes element-wise multiplication. The pre-
dicted Gaussians are rendered using the camera parameters
to obtain the �nal relit image Ipred . Although diffuse shad-
ing and self-occlusion are already modeled in d, the end-
to-end RelightNet learns to capture complete light trans-
port—including specular re�ections (via view encoding 

and cross-attention with E) and subsurface scattering (via
geometry encodings~n; p and self-attention in UV space).
The Gaussian projection, rendering equations, and training
details are provided in the supplementary material.

5. Experiments
Dataset. We evaluate on �ve subjects wearing diverse
clothes. Each model component (G, H, F) is trained per
subject. Of 40 captured cameras, 37 are used for train-
ing and 3 for testing. Training uses 1,015 HDR environ-
ment maps from Laval Indoor [8], and testing uses 8 novel
ones. Each subject has 28,420 training and 14,336 test-
ing frames per camera, evenly split between uniformly lit
and relit frames, captured at 60 Hz. Test sequences were
recorded separately and feature unseen motions.
Metrics. To evaluate our method, we report PSNR,
SSIM [50], and LPIPS [57] averaged over every 10th frame
across all three test views.
Baseline. Since no existing method directly addresses
sparse-view relightable avatars, we adapt two types of base-
lines. First, we extend Relighting4D (R4D) [3] to a motion-
driven, relightable avatar. The original R4D is trained on
uniform-light tracking frames; we train it on relit frames
with ground-truth environment maps for fair comparison.
We also compare to IntrinsicAvatar (IA) [47] and MeshA-
vatar (MA) [2], trained similarly with ground-truth environ-
ment maps. We do not compare to Relightable Full Body
Gaussian Codec Avatars [48] since their code is unavail-
able. Second, we adapt HPC [43], a sparse-view photore-
alistic avatar method, by applying a per-identity �netuned
Neural Gaffer (NG) [17] for relighting.

To ensure a fair relighting comparison, all methods are
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